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Lecture 2: Tensor Cores



What are Tensor Cores?
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Dedicated Specialized Hardware Accelerator Cores

Used for Matrix Multiplication and Convolution ﬁ‘ﬂ @ § Eﬁ @% &

Operations ’ ’

Capable of Performing 4x4 matrix multiplication in
one go

Source: NVIDIA
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Automatic Mixed Precision
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Example

Now, let us consider an example,

Model: ResNet-50
Framework: Pytorch
Precision: FP16, FP32, AMP

Batch Sizes: 1,2,4,8, 16, 32, 64
Concurrency: 2

Evaluating Multi-Instance DNN Inferencing on Multiple Accelerators of an Edge Device, by M. Tayal, Y. Simmhan
(IEEE International Conference on High Performance Computing, Data, and Analytics)



Example Results

Throughput (images/s)

600

500

400

300

200

100

2.049

0.892

0.389

r0.169

+0.074

+0.032

+0.014
CPU CUDA CUDA+Tensor CUDA+DLA CUDA+Tensor+DLA

Latency (s)

100

80

60

40

20

Model Accuracy (%)

 H

Legend
Batch Size 1
Batch Size 2
Batch Size 4
Batch Size 8
Batch Size 16
Batch Size 32
Batch Size 64
Latency
Latency due to DLA
Accuracy




Any Peferences?



Useful Articles and Videos
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o ; Article: Tips for Optimizing GPU
YT Channel: OMean1Sigma [ ] Article: Programming Tensor Cores

in CUDA9 [ ] Performance Using Tensor Cores
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https://youtu.be/Yt1A-vaWTck?si=XtXUA931hshgliXF
https://developer.nvidia.com/blog/programming-tensor-cores-cuda-9/
https://developer.nvidia.com/blog/optimizing-gpu-performance-tensor-cores/
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